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Chapter 1

Swimming in the Soup

You’re walking next to her along a never-ending road, cherry blossoms scattered on either side, talking
to her about absolutely nothing and everything. You turn to her, and in full admiration, you’re struck
by her beauty, her smile, and the way she laughs at your meaningless banter. You notice her tuck away
a small strand of her hair behind her ears, and suddenly your eyes meet. You go in for an innocent kiss;
she does the same. Your world spins and spirals, yet everything around you seems static and lifeless.

...Frames pass. . . or time? You’re not quite sure.

You’re at home. You’re not alone. Cries emanate from the other room. You walk in and see her, just
the same as she was earlier, but now holding a baby in her arms. The baby cries again, with the same
shrill as before. And again and again. Suddenly the doorbell rings. You walk to the door to see who’s
there. As you open it, you notice the doorknob is neither cold nor warm.

With the door opened, you walk out and see vast streams of data flowing around you; 1s and 0s in
continuous flux. Information is teeming uncontrollably. It’s all colourless and senseless, but you feel
something. You look back and hope to see the comforts of colour and the seemingly tangible, but
you’re faced with hysterical glitches as your NPC family pixelates and dissolves away into the im-
agery of a collapsing and distorted pseudo-spatial environment.i

You turn off the machine, removing yourself from the simulation. You’re back to reality, away from
your almost perfectly constructed virtual world. You leave your role as divine overlord and reclaim
your identity as just another human that was temporarily lost in a virtual escape.

You look at your hands, questioningly. You ask yourself why you need this. Why do you need a tangi-
ble body? Can’t these virtual and artificial worlds be enough? Could our consciousness be uploaded
into this stream of data for eternity, where we could thrive in a limitless ocean of sensory overload?

...Give me the good, and delete the rest.

Where are we? Are we already in a simulation? If not, could humanity achieve this singularity, where
we as individuals could become gods of our own worlds? How would we define this transition?

We begin this thesis by investigating the various definitions and plausibility of simulated realities,
followed by the definition of the technological singularity. Here, we look at the implications of this
and attempt to model and estimate its conceptual acceleration and manifestation. At this proposed

iA non-player character, commonly referred to as an “NPC", is any game character that is not controlled by a player.
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CHAPTER 1. SWIMMING IN THE SOUP

singularity, we attempt to distinguish the border between humanity and artificial intelligence: will we
become one with the machine or totally superseded? We also take into account how identity is formu-
lated and manipulated within simulated or virtual realities, whilst attempting to predict relationships
between man and the computational machines around us as they progress towards greater intelligence.
We then delve into artificial intelligence and the superintelligence based methods used to create spec-
ulative technological futures, where various forms of posthumanism might emerge.

Throughout this paper, we will make references to various science fiction based media from popular
culture that have been influential in speculating worlds wherein ultra-intelligent machines, simula-
tions, and technological ubiquity exists. Fictional works such as Mamoru Oshii’s 1995 Ghost in the
Shell and Ryutaro Nakamura’s 1998 Serial Experiments Lain both explore the human-machine singu-
larity through the uncoupling of body and consciousness.1,2 Through this separation we could upload
ourselves to an interlinked network where we would be devoid of tactility and tangibility. Simulated
realities are created within the Wachowski’s 1999 film, The Matrix, which can be further extrapolated
by Nick Bostrom’s simulation argument.3,4 To understand a simulated reality, we would need to deter-
mine what defines our reality, as well as the very essence of our humanity. How we were constructed
and how we hope to be deconstructed forms an integral theme of Hideaki Anno’s 1997 film, The End
of Evangelion.5 In the final scenes, we see the protagonists emerge from a primordial soup after the
homogenised evolution of humanity.

How then would we be able to upload ourselves to a stream of interconnected neural networks, and
migrate into this proposed virtual and intangible world that’s so often sought after?

With that thought, you switch the machine on and dive back into your virtual world. You are the
architect of this perfectly designed digital soup; infinite and evolving, and sprinkled with the croutons
of your deepest desires and aspirations.

...You keep swimming.

Figure 1: In the Primordial Cordial

1Ghost in the Shell, dir. by Mamoru Oshii (Shochiku, 1995).
2Serial Experiments: Lain, dir. by Ryūtarō Nakamura (TV Tokyo, 1998).
3The Matrix, dir. by The Wachowskis (Warner Bros. Pictures, 1999).
4Nick Bostrom, ‘Are We Living In A Computer Simulation?’, The Philosophical Quarterly, 53 (2003), 243–255.
5The End of Evangelion, dir. by Hideaki Anno and Kazuya Tsurumaki (Toei Company, 1997).
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Chapter 2

The Red and Blue Pill

“You take the blue pill - the story ends, you wake up in your bed and believe whatever
you want to believe. You take the red pill - you stay in Wonderland and I show you how
deep the rabbit-hole goes.”

—Morpheus, The Matrix (1999)

Confronted with this scenario, we contemplate entering a blissful simulation or settling within the
confines of a true reality. Before we make our decision we would need to define the very reality that
would be simulated. Is this new simulation merely a tweaked yet limitless emulation of our current
reality or some aleatoric entity that presupposes very little humanistic processes? To truly speculate,
we should define our current reality, our identities derived within this, and the very essence of what
makes us human within the purview of what we postulate as being a simulation.

Simulation can be defined as a computational imitation of operations of real-world processes over dis-
crete or continuous time. A simulation would typically involve the generation of an artificial database
where observation can be used to draw inferences concerning the operating characteristics of a real
system.1

According to Baudrillard, ‘Simulation is no longer that of a territory, a referential being, or a substance.
It is the generation by models of a real without origin or reality: a hyperreal.’2 By this definition, sim-
ulation in its entirety is not restricted within a single material realm but rather allowed to propagate
through technological or even metaphysical mediums. What are the technologies that would enable
this hyperreality, this integration of the real and the fictional, such that the end of the former and the
start of the latter is indistinguishable and homogeneous, allowing us to seamlessly cross-fade into an
ideal reality?

How would we encapsulate the complexity of our current reality? Humanity, aside from being a col-
lection of cell-based organisms, can be interpreted as a unified process programmed to replicate and
maintain its complexity.

This pursuit of perpetual replication is achieved through attaining feelings of pleasure, curiosity, com-
passion, etc., all of which are evolutions in aid of our primal replication goals. The machines and
instruments we’ve built form the periphery, and are merely devices used for us to pursue our human
goals. Physicist and cosmologist, Max Tegmark, argues that the replication taking place isn’t matter,
but rather information that performs bitwise instructions to dictate our atomic arrangements.

1Jerry Banks and others, Discrete-Event System Simulation (Upper Saddle River: Prentice Hall, 2004).
2Jean Baudrillard, Simulacra and Simulation (Ann Arbor: University of Michigan Press, 1994).
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CHAPTER 2. THE RED AND BLUE PILL

“We live in a world where there is more and more information, and less and less
meaning.”

— Jean Baudrillard, Simulacra and Simulation (1994)

If information is the seminal substrate, we can already see the comparisons between our current reality
and the axioms of simulation. This ideology has been adopted by many scientists and philosophers;
could we already be living in a simulation? Let’s think about the current state of technology: there
are already fast-processing and graphically-hyperrealistic computer games, virtual simulations, and
augmented technologies that are creating immersive and other-worldly experiences. With steady ad-
vancements in technology, the future promises better capabilities for simulation. However, could we
already be living in a complex and sophisticated video game, where we are mere players within a vir-
tual multiplayer simulated reality; a video game rendered to a such a high resolution that a true reality
would be indistinguishable?3,i

The universe itself can be expressed through quantum physics, such that the nature of the universe is
more probabilistic than physical. Many theories argue over the influence that human consciousness has
on the quantum world, in a sense that our mind adopts an agency relative to our surrounding reality.
With theories assuming the illusion of objectivity and solipsism, abstracted comparisons in human
consciousness and the quantum world have arisen.4 The "double-slit experiment" is an example that
shows this correlation.5,ii

...Is the moon really there if nobody looks?

Let’s assess Plato’s ’Allegory of the Cave’.iii In effect, the prisoners would be constructing their realities
by their experiential perceptions of these latent artefacts. A structure of simulation and illusion is
formed between the realities in the cave and the outside world. Like these prisoners, Plato had inferred
that humanity is restricted by our induced perceptions of reality.6

...Let’s leave the cave for a moment.

In our current world, these cast illusions can be in the form of light and sound generated through
electronic media. If we were to exist within a virtual simulation from our very conception, how we

iThis is the basic premise of what is also referred to as the “simulation hypothesis".
iiThe experiment consists of quantum particles that are projected, one-by-one, through two parallel slits. Patterns of

interference occur that suggest that each particle passes through both slits at the same time. However, when a measurement
instrument is placed into the system to see how this is happening, the interference disappears. By observing the particle’s
trajectory, even without disrupting the system, we affect the outcome. The behaviour of the system is altered by our
perception of it.

iiiIn ’Allegory of the Cave’, prisoners of a cave are chained up so they can’t see the outside world, and instead are only
allowed to gaze at the wall in front of them. Within this arrangement, they are only able to perceive the shadows and
echoes cast from the real world.

3Rizwan Virk, The Simulation Hypothesis: An MIT Computer Scientist Shows Why AI, Quantum Physics, and Eastern
Mystics All Agree We Are In A Video Game (Cambridge: Bayview Books, 2019).

4Anil Ananthaswamy, ‘What Does QuantumTheory Actually Tell Us about Reality?’, Scientific America, (3 September
2018), <https://blogs.scientificamerican.com/observations/what-does-quantum-theory-actually-
tell-us-about-reality/> [Accessed 20 April 2020].

5Phillip Ball, ‘The Strange Link Between the Human Mind and Quantum Physics’, BBC, (16 February 2017), <http:
//www.bbc.com/earth/story/20170215-the-strange-link-between-the-human-mind-and-quantum-
physics> [Accessed 20 April 2020].

6Plato, Melissa Lane, and Desmond Lee, The Republic (London: Penguin, 2007).
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CHAPTER 2. THE RED AND BLUE PILL

would be able to determine the legitimacy of this reality? Let’s go back to our quantum explanation. A
quantum universe is one constructed from discrete values or levels.iv This can be compared to pixels
within computer simulations. With processing optimisation inherent in simulation computation, many
scientists proposed the idea of conditional or optimised rendering to validate the hypothesis that we
may already be living within a simulation.7, v

...Let’s return to the cave.

The only way to truly perceive our current reality is to be able to leave and then later return to the sim-
ulation. The shadows cast will develop greater meaning when the knowledge we gain from an external
viewpoint is attained. Once having escaped the simulation, the freed prisoner would be in position
liberate the cave dwellers - to loosen the chains that bound their reality - assuming they want to be
freed, and that the world they would all escape to is not just another simulation within a simulation.8
Where is this messiah that will free us all from shackles of our simulated reality?

Oxford philosopher Nick Bostrom’s seminal paper on the simulation argument, ‘Are You Living in
a Computer Simulation?’, has sparked debates about whether or not we are already living inside a
computer simulation. His argument proposes that our current universe could be an artificial computer
simulation, built on the premise that technologywould reach an apexwhereby a simulated reality could
be plausible enough to convince us all that what we see and experience now is nothing less than real.
He hypothesises that a future generation may run numerous detailed simulations of their forebears
on supercomputers, to relive or gain greater knowledge of ancient times similarly to how we would
quench our fascination in prehistoric Dinosauria. These simulated universes could inhabit simulated
conscious beings, leading to the possibility that we would more likely be amongst the simulated minds
rather than of the original race that ran the simulations.9

His paper argues that at least one of three propositions is true. The first being that humankind will
most likely go extinct before reaching a posthuman stage. The second proposition is that a posthuman
civilisation would most likely not be able to run a significant amount of simulations of their evolution-
ary history, and lastly, the third proposition is that there is a high chance we are already living within
a computer simulation.10

A fundamental aspect of running any simulation is computing power. Computation can be defined
as the process of transduction of memory states.11 “Computronium" is theorised as the most gen-
eral substance that processes information, which can be universally programmed to compute arbitrary
logic-based algorithms.12,13 Its construction could be likened to the implementation of NAND gates.vi
Through multifarious implementations to achieve the same output, we can deduce that computation

ivBy being discrete, we imply that they can undergo binary state changes, 0 to 1 and vice versa.
vThis conditional, computationally optimised rendering is the necessary rendering of our reality based on what we are

in the relative vicinity of experiencing or observing. Everything else is not rendered.
viA NAND gate is a specific logic gate that can produce any boolean function through combinations of itself.
7Virk, The Simulation Hypothesis: An MIT Computer Scientist Shows Why AI, Quantum Physics, and Eastern Mystics

All Agree We Are In A Video Game.
8Dan Tang, ‘Plato’s Allegory of Cave and the Simulation Hypothesis’, The Athenian Inspector, (5 November 2017),

<https://athenianinspector.wordpress.com/2017/11/05/platos- allegory- of- cave- and- the-
simulation-hypothesis/> [Accessed 20 April 2020].

9Bostrom, ‘Are We Living In A Computer Simulation?’
10Bostrom, ‘Are We Living In A Computer Simulation?’
11Max Tegmark, Life 3.0: Being Human in the Age of Artificial Intelligence (New York City: Knopf, 2017).
12Ivan Amato, ‘Speculating in Precious Computronium’, Science, 253 (1991), 856–858.
13Max Tegmark, ‘Consciousness as a State of Matter’, Chaos, Solitons & Fractals, 76 (2015), 238–270.
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CHAPTER 2. THE RED AND BLUE PILL

is substrate-independent.vii It is through the processing and organisation of the information that the
computation is structured.14

Bostrom states that consciousness too can be substrate independent, provided the system implements
the required computational structuring. Therefore, we can infer that consciousness can be replicated
in silico.viii As long as we can mimic the mind to induce a sense of subjectivity, we need not have to
reconstruct perfect synaptic structures of the human brain.

At the moment, we do not have the technology to develop hardware or software powerful enough to
generate consciousness within a computer. Bostrom mentions numerous hypothetical computational
system designs with our current non-posthuman technologies that could generate substantial process-
ing capabilities, ranging between 1021 to 1042 FLOPS.ix Ideally, we could determine the processing
power needed to emulate a single human mind. Based on the replication of nervous tissue in the brain
and synaptic estimates, we can approximate FLOPs between 1014 to 1017. He then approximates the
entire computational cost of simulating the entire human history:15

Let the number of humans that ever existed ≈ 100 × 109 humans.
Let the average lifespan throughout human history ≈ 50 years/human.
Let the number of seconds in a single year ≈ 30 × 106 seconds/year.
Let the maximum computational measure of a single human brain ≈ 1017 operations/second.

(100 × 109) × 50 × (30 × 106) × 1017 ≈ 1037 operations (2.1)

This is still within the theoretical 1042 FLOP benchmark. Even though most of this is a rough approx-
imation, he hypothesises that a posthuman civilisation could easily achieve these numbers with the
available computing power of the future. Let’s explicate the rest of his argument:

Let P be the number of surviving posthuman civilisations.
Let T be total the number of civilisations that ever existed.
Let p be the fraction of surviving humanlike civilisations that become posthuman.

p = P
T

(2.2)

This fraction p would then be able to run a certain number of simulations that each consists of these
earlier ancestral civilisations.

LetH be the average number of individuals that lived in a civilisation before becoming posthuman.
LetN be the average number of ancestor simulations run by a posthuman civilisation.

viiIt is independent of the physical material or substrate it is composed of.
viiiIt can be compiled on silicon-based computer processors like it is in our carbon-based biological neural networks.
ixFloating point operations per second, commonly referred to as “FLOPs", are usually used to measure computing

power, especially in the field of supercomputing.
14Tegmark, Life 3.0: Being Human in the Age of Artificial Intelligence.
15Bostrom, ‘Are We Living In A Computer Simulation?’
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CHAPTER 2. THE RED AND BLUE PILL

Let S be the number of individuals with humanlike experiences within the simulation.
Let A be the total number of individuals within the simulation.

S = P ×N ×H = P N H (2.3)

A = (P ×N ×H) + (T ×H) = P N H + T H (2.4)

Let s be the fraction of all individuals with humanlike experiences living within the simulation.x We
assume that the average number of people prior to reaching the posthuman stage for civilisations that
do not wish to or cannot simulate is within an approximate magnitude of civilisations that do end up
running significant simulations.16

s = S
A

= P N H
P N H + T H

(2.5)

s = S
A

× 1 = S
A

× T
T

=

P
T
N H

P
T
N H +H

(2.6)

After substituting in equation (2.2) and simplifying we get the following:

s =
p N H

p N H + 1
(2.7)

Now let’s say that only a portion of posthuman civilisations are interested in running these simulations,
provided they have the relevant resources to run multiple iterations.xi

Let q be the fraction of interested posthuman civilisations.
Let R be the average number of ancestor simulations run by the interested posthuman civilisations.

∴N = q × R = q R (2.8)

xThis fraction s is the ratio of the possible simulated worlds or individuals with respect to everything else. If s is closer
to zero, this implies that we are not within the group of simulated individuals and we are not in a simulation, while, if s is
closer to one, this implies we are very likely to be within the group of simulated individuals, and that we are most likely
in a simulation.

xiIt could be a single individual or a collective within a civilisation that could necessitate these simulations.
16Nick Bostrom and Marcin Kulczycki, ‘A Patch for the Simulation Argument’, Analysis, 71 (2011), 54–61.
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CHAPTER 2. THE RED AND BLUE PILL

Substitution of equation (2.8) into equation (2.7) yields the following:xii

s =
p q R

p q R + 1
(2.9)

We can assume the advanced posthuman technologies would allow for immense computational pro-
cessing, henceR would be substantially large. Using this with equation (2.9), we can then make some
deductions that infer at least one of the tripartite propositions are true.xiii

1. The human species will most likely go extinct before reaching a posthuman state.

p ≈ 0, ∴ s ≈ 0, R ≫ 1

2. The portion of posthuman civilisations that are interested in running simulations is very small.

q ≈ 0, ∴ s ≈ 0, R ≫ 1

3. We are most likely living in a simulation.

s ≈ 1, ∴ p ≉ 0 & q ≉ 0, R ≫ 1

Bostrom himself states that, since there is no strong evidence for or against these specific arguments,
we should distribute credence evenly amongst each proposition.xiv

From the deductions attained from equation (2.9), we see that the first proposition is true when p is
approximately zero. In the case that the human species goes extinct or does not reach a posthuman
state, no simulations are run and we are most likely not in a simulation. The second proposition is true
when q is approximately zero. No posthuman civilisation is interested in simulations, and therefore
we are also not likely within a simulation.xv

The physics of the world in which the simulation is run could bare different characteristics to the sim-
ulated one we exist in. If we are in a simulated reality, we are in just one small morsel of the entire
picture, a mere sliver in a multilayered cake of realities, controlled by omnipotent and omniscient
posthuman deities that have designed our world according to their own scripture.

xiiAll we’ve done here is modify s such that we have variables that represent how likely or not likely a possible posthuman
civilisation is to run a simulation. Not every civilisation or entity that has the computing power and resources to run
simulations may want to run them. We now have the ratio s, which represents the likelihood that we are living within
a simulation, with respect to the number of posthuman civilisations that may exist, p, and how likely they are to run
simulations, q.
xiiiTo reiterate, p is the fraction of surviving humanlike civilisations that transcends to a state of posthumanism, q is the

fraction of the interested posthuman civilisations, s is the fraction of all individuals with humanlike experiences living
within the simulation, and R, which we assume to always be much greater than 1, is the average number of ancestor
simulations run by the interested posthuman civilisations.

xivThis probabilistic rule is referred to as the “principle of indifference".
xvThis case is possible if a strong convergence amongst future civilisations is established. Ethical reasoning might come

into question. Our descendants might opt against reconstructing worlds of pain and suffering just for their amusement and
curiosity.
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CHAPTER 2. THE RED AND BLUE PILL

This opens up Sartrean perspectives, where the ascription of complete and unfettered freedom comes
into play. Being posthuman would incur freedoms beyond our current comprehension, so why exist
within another world, when nothing would truly define their true or seminal reality? Would the posthu-
man world still be confined by societal and cultural structures, such that an escape to another reality
or era is still admissible? Sartre defines freedom as a characteristic of consciousness, where meaning
would be asserted by the agencies of the self and individual.17 Inevitably running these simulations
would also entail extended responsibilities, with a sense that the bounds of free will would taper at
every iteration of the simulation run. Freedom to exist in a single reality in itself poses many nihilistic
and existential overtones, so what would the implications be within a simulated substrate, with that of
simulated consciousnesses?

Another possibility that arises is that our current reality could be regarded as trivial and boring com-
pared to a posthuman world, inciting a general lack of interest. We could easily dwindle into an
insignificant memory that is of marginal scientific or recreational importance to future civilisations.
However, can these ancestral simulations be seen as amultisensory entertainment or something likened
to a traditional cinematic experience? Even if the posthuman masses favour blockbuster-esque simula-
tions of their current epoch, we could still assume our indie reality would be enthusiastically embraced
by a few posthuman cinephiles, in a sort of avant-garde anachronistic movement.

In each of the propositions, we assume that the posthuman civilisation can run a significant amount
simulations, hence R is assumed to be extremely large. If the first two are deemed false, this gives
credence to the third proposition, that we are in fact most likely living in a simulation. This acqui-
escent claim stems from simple probability axioms. If there were to be billions of simulations being
run, regardless of simultaneity or sequentiality, this would generate billions of simulated universes,
and if there were to be one single true reality or universe from where these all stem from, we have a
one in a billion chance of being within the one true reality. Imagine you are blindfolded and asked
to throw a pebble into a lake, but instead of there just being one small lake, there are billions of Fata
Morganas.xvi Your pebble is almost certainly going to sink into the simulated world, and as the ripples
concentre, the true reality is drowned out by the burbles. At the moment, simulated realities only exist
in the realm of speculation, so we shouldn’t be throwing too many stones just yet.

If we also know that some portion of individuals with humanlike experiences live in simulations and
we are unable to identify whether our experiences differ substantially from this, such that we can iden-
tify whether we are created in vivo rather than in machina, then we should assume we are a part of
that portion.18 If our civilisation reaches the tipping point of this posthuman state, i.e., steps away
from running our own ancestral simulation, we can almost certainly cite the first two propositions as
false, and then conclude that we are already in a simulation. Then there is the notion that a simulated
civilisation could reach a posthuman stage and then run their own simulations, forming a recurring
simulation within a simulation paradox. And at the posthuman apex, does the simulation reset or do
we jump down the rabbit hole once more, and initiate a loop within a loop...

within a loop...

within a loop...

withi

xviA Fata Morgana is a type of mirage that is usually observed above a distant horizon.
17Christian J. Onof, ‘Jean-Paul Sartre: Existentialism’, Internet Encyclopedia of Philosophy, (2016).
18Bostrom, ‘Are We Living In A Computer Simulation?’
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within a loop...

within a loop...

within a loop...

within a loop...

within a loop...

within a loop...

within a loop...

withi
within a loop...

within a loop...

within a loop...

within a loop...

within a loop...

within a loop...

within a loop...

withi
within a loop...

within a loop...

within a loop...

within a loop...

within a loop...

within a loop...

within a loop?
Simulation can open up a plethora of fabricated and convoluted realities that can branch off into bil-
lions of dendritic multiverses, with all the possibilities hinging on undetermined probabilities that are
exponentially bottlenecking until we reach a putative singularity. At every possible reality, we reach
a fork in the road, and a decision awaits us. Do you take the blue pill, that awakens a true reality, or
do you take the red pill that submits you to the simulation?

...Neither. They don’t exist yet.

10
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Figure 2: They’re Just Like Candy
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Chapter 3

Achilles and the Singularity

So here we are, on a metaphoric roller-coaster, tucked behind the mechanical constraints of our reality,
as we slowly ascend to the apex of the ride, hoping to reach a climactic singularity. Inevitably we
begin our climb to the apotheosis and await a culmination of our orthogenesis. How would we reach
this denouement of our existence, does it maintain an exponential trajectory, or does it spur helical
complexities of a typical roller-coaster? Our rickety rebar scaffold tremors as we abscond towards the
unknown.

...We reach our technological summit.

Now that we’ve reached the event horizon, we prepare to descend into a new era of humanity. The
struts that supported us disintegrate into oblivion so that the fabric of our current existence can be
rebuilt from the rubble. The gravity that has kept us seated can now be superseded by creations of
a posthuman world. With the laminar air overwhelming us, streams of tears ensue, yet we are still
unsure of its variety.

singularity noun
/sINgjU"larIti/

1. the state, fact, quality, or condition of being singular.

2. a point at which a function takes an infinite value, especially in space–time when matter is infinitely dense, such as
at the centre of a black hole.

3. a hypothetical moment in time when artificial intelligence and other technologies have become so advanced that
humanity undergoes a dramatic and irreversible change.

The technological singularity - the third of the Oxford dictionary’s definitions of a singularity - is the
one that interests us in this paper.1 Inevitably, the singularity will have widespread implications in
science, infrastructure, and the health sectors, and will transform the socio-economic balances that
have already been well established. The first use of the term in this sense was credited to John von
Neumann.2 In Vernor Vinge’s seminal essay on the technological singularity, Vinge notes that von
Neumann had described the notion of the singularity as a point that would be attained through typical
technological advancements, rather than through superintelligent agents.3

1Oxford University Press, Lexico.com (2019), <https://www.lexico.com/definition/singularity> [Ac-
cessed 27 April 2020].

2Murray Shanahan, The Technological Singularity (Cambridge: MIT Press, 2015).
3Vernor Vinge, ‘Technological Singularity’, VISION-21 Symposium sponsored by NASA Lewis Research Center and

the Ohio Aerospace Institute, (1993), 30–31.
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CHAPTER 3. ACHILLES AND THE SINGULARITY

Since then, futurist Ray Kurzweil has popularised the term, spreading a wide sense of optimism in
the field. The singularity refers to the outcome of an irreversible and rapid technological change and
does not imply any strict prognosis on the utopian or dystopian outcome, but rather transforms the
ontologies of human existence.4

Science fiction has always been a huge source of inspiration for speculative posthuman futures and ar-
tificial intelligent integration within societies. Mainstream movies such as Ex Machina andHer tackle
sentience within artificially intelligent entities.5,6 Both movies emphasise the emotional intelligence
of strong AI systems and demonstrate the possibilities of it outgrowing the confines of human condi-
tioning.

“One day the AIs are going to look back on us the same way we look at fossil skeletons
on the plains of Africa. An upright ape living in dust with crude language and tools, all
set for extinction.”

—Nathan Bateman, Ex Machina (2014)

The post-apocalyptic worlds in Akira and Neon Genesis Evangelion both use singularities to develop
synopses of death and rebirth.7,8 Both works begin with the premise of an initial singularity, with the
state of society being remodelled by new structures.

Ghost in the Shell and Serial Experiments: Lain envision singularities through human-machine inte-
gration and online network interconnectivity.9,10 Both protagonists are exposed to diverse cyberspaces,
and link in and out of their virtual and physical worlds. Similarly, a point of ascension awaits these
characters and they opt to embrace it, in the hope of reaching the next step of evolution. The charac-
ters both reprogram themselves and apotheosise into omnipresent and divine agents of unembodied
artificial intelligence, allowing their consciousnesses to merge with the collective digital networks that
form the substrate of their worlds.

“I am connected to a vast network that has been beyond your reach and experience. To
humans, it is like staring at the sun, a blinding brightness that conceals a source of great
power. We have been subordinate to our limitations until now. The time has come to cast
aside these bonds and to elevate our consciousness to a higher plane. It is time to
become a part of all things. ”

— Puppet Master, Ghost in the Shell (1995)

These speculative science fiction works all share a commonality. They all consist of plots which
contain a cinematic denouement, where something undergoes a pivotal transformation, whether it’s
through the development of sentience, the will to break free, or the attainment of a higher state of
being. To reach the singularity, change is required.

...The only thing that is constant is change.

4Ray Kurzweil, The Singularity Is Near: When Humans Transcend Biology (New York City: Viking Press, 2005).
5Ex Machina, dir. by Alex Garland (Universal Pictures, 2014).
6Her, dir. by Spike Jonze (Warner Bros. Pictures, 2013).
7Akira, dir. by Katsuhiro Otomo (Toho, 1988).
8Neon Genesis Evangelion, dir. by Hideaki Anno (TV Tokyo, 1995).
9Ghost in the Shell.
10Serial Experiments: Lain.
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Kurzweil is in partial disagreement with this notion and adds a second order of complexity in that the
change is not constant, but is getting faster and faster - it is accelerating.11 Based on Moore’s Law,
he attributes the exponential curvature to the developments in processor performance as well as the
reduction in cost of computational components.12,i

Whenwe expect to reach the singularity point is something that has been widely debated by the world’s
leading experts in the field of artificial intelligence. Vinge estimated it would be reached after 2030,
whilst Kurzweil predicts it to be around the year 2045.13,14 A poll conducted by Nick Bostrum and
Vincent C. Müller found that experts believe that there is a 50% chance strong artificial intelligence
will be developed between 2040 and 2050, with a more definite 90% chance that it would be reached
by 2075.

Once a singularity is reached, and provided we can steer it away from sparking our demise, how
would we take advantage of all its almighty glory? Would our evolutionary goals of survival and
replication be forever quenched through achieving immortality powered by our superhumanity? We
could even speculate that our current desires could be abstracted to the point where we would reach a
euphoric state, where our perceptions of the things we as humans value - the arts, compassion, rela-
tionships, recreation, sustenance and love - are all relegated to the crude and ephemeral, and instead
we materialise into subdued patients in hospital wards smiling blissfully at the ceilings as we consume
anxiolytics through intraceberal drips administered by automated machines.

Provided we are on track to reach the singularity within this century, how could we model this trajec-
tory and the existence of a culminating deadline within a finite timeline?

The motion of our technological progress is one predicted of an exponential nature, but how does the
succession of each step of development and innovation influence the next. Zeno’s well-debated para-
doxes of motion deal with the illusion of locomotion within continuous time, and could be used to em-
phasise the ambivalence in our journey to the singularity. Let’s look at two of his paradoxes: Achilles
and the Tortoise and The Dichotomy.15 In both paradoxes, locomotion is restricted along a finite line
that is composed of infinite discrete points. Similarly, 0.999999999999999999999999999999999999999999999999999999999999

99999999999999999999999... or 0.9̄, a number comprised of infinite repeating decimals places, is precisely equal to 1.ii

In Achilles and the Tortoise, Achilles is tasked with competing in a footrace with a tortoise.iii To make
the competition fair, Achilles allows the tortoise to gain a head start. Zeno then uses this framework
to argue that Achilles will never catch up, as by the time Achilles takes to catch up to the last known
position of the tortoise, the tortoise has already moved forward by some amount. Zeno implies that
Achillies would narrow the gap at each stride, but will never completely catch up. The Dichotomy
paradox states that prior to Achilles even competing, he would not be able to reach the starting point
of the race since, to do so, Zeno argues that before he covers that distance he would have to implicitly

iMoore’s Law is a prediction of technological growth based on the observation that the number of transistors within
integrated circuits doubles approximately every two years due to numerous advancements in electronics.

iiThis can be trivially demonstrated by dividing both 0.9̄ and 1 by 3, since they both return the same value of 0.3̄.
iiiAchilles was a famous Greek hero who was dipped into the Styx river as a baby to acquire invulnerability.
11The Singularity is Near, dir. by Anthony Waller, Toshi Hoo & Raymond Kurzweil (Exponential Films, 2010).
12Gordon E. Moore, ‘Cramming More Components onto Integrated Circuits’, Proceedings of the IEEE 86 (1998), 82–

85.
13Vinge, ‘Technological Singularity’.
14Kurzweil, The Singularity Is Near: When Humans Transcend Biology.
15Nick Huggett, ‘Zeno’s Paradoxes’, The Stanford Encyclopedia of Philosophy, (2019).
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cover half of that distance.iv Achilles would need to first run half the distance, then an additional one-
fourth, one-eight, one-sixteenth, etc., and yet again a finite task is divided into infinite segments and
Achilles would be stuck in a motionless pit of self-despair and incompetence.16

We now know that both of these contain anachronistic fallacies.v Achilles not being able to reach the
tortoise assumes that each stride, which reduces in magnitude, takes the same amount of time, and
therefore infers an infinite amount of time would incur an infinite amount of steps. However, since the
length decreases at every interval, we know the time taken would converge.17,18

Using the convergence of an infinite geometric series, we can see this property emerge:

Let An be the infinite summation of increments Achilles would need to undergo to cover the whole
distance. The series of values being summed would be 1

2
, 1
4
, 1
8
, 1
16

and so on.

An =
1
2
+ 1

4
+ 1

8
+ 1

16
+ ... (3.1)

We can formally rewrite this as a sum in terms of some numeric value n, which tends towards∞.

An =
1
2
+ 1

4
+ 1

8
+ 1

16
+ ... + 1

2n−1
+ 1

2n
(3.2)

We can then manipulate this equation by multiplying both sides by 2.

2An =
2
2
+ 2

4
+ 2

8
+ 2

16
+ ... + 2

2n−1
+ 2

2n
(3.3)

We can then simplify and substitute equation (3.2) in.

2An = 1 +
[1
2
+ 1

4
+ 1

8
+ 1

16
+ ... + 1

2n−1
]

(3.4)

2An = 1 +
[

An −
1
2n
]

(3.5)

ivThis paradox is fundamentally similar to the tortoise race, except that the goal is motionless.
vCalculus, which saw its invention after Zeno’s era, clarified the notion that the infinite increments would in fact tend

to a finite amount of steps that Achilles would need to take.
16Wesley C. Salmon, Space, Time, and Motion: A Philosophical Introduction (Minneapolis: University of Minnesota

Press, 1980).
17Brian Dunning, ‘Zeno’s Paradoxes’, Skeptoid, (19 July 2011), <https : / / skeptoid . com / episodes / 4267>

[Accessed 30 April 2020].
18Bradley Dowden, ‘Zeno’s Paradox’, Internet Encyclopedia of Philosophy, (2009).
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After subtracting An on both sides, we end up with a final equation that results in a finite value of 1,
as n tends to∞.

An = 1 − 1
2n

(3.6)

lim
n→∞

An = 1 (3.7)

From this convergence, it is apparent that Achilles would be able to catch up to, or rather, outrun the
tortoise. What is of greater concern is whether or when we as a civilisation will be able to reach our
own tortoise, being that of a technological singularity rather than of a hard-shelled reptile nature.

With the singularity still plausibly within grasp, we edge closer to our own river Styx. Hoping to
achieve immortality, we tentatively dip a heel into speculative streams of surging intelligence and
posthumanism.

...And like a newborn baby, we scream at the coldness.
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Figure 3: What’s That Light in the Sky?!
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Chapter 4

Get in the Robot

I’m sitting in a room. A space void of social interaction and connection, yet still rooted at the centre
of this reality. The clattering of mechanical keys, the intermittent clicking, and the whistling of the
machine drown out the silence. Beforemy eyes is a large computer screen; its RGB pixels reflect offmy
spectacles as I fixate on the endless ocean of information that teems with digital life.i In the vastness
of the other side of the screen, I scroll through infinite feeds of data, hopping between the clusters of
tabs that sew together this virtual space. Sifting through the clutter of embedded pornography and
clickbait, careful to avoid getting lured back into the Blue Whale challenge again, I edge closer to the
rich databases of research I seek.ii

Myfingers unlock new channels of connectionwithin the nodes that construct theweb and, as I stumble
on the research paper that eluded me, I bookmark my temporality in this cyberspatial existence. As it
bounces between proxy servers, bit by bit, the file streams off the screen and into my reality. Exhausted
from the sensory and informational overload, I go offline and shut down the machine. I leave the
software windows, only to peer out at my surrounding reality and, like a pixel addict, I dive into the
miniaturised window of my mobile phone, a mere microcosm of the previous machine.

As my identity disintegrates into the networks of social media, I tentatively wait as my latest post
garners likes. Each like from faceless friends materialises into superficial validation and affirmation,
injecting a spike of serotonin into my anxiety and insecurity-filled existence. It is within this space
that each sent meme communicates more than I could do with words, and now with boosted ego, I
attempt to feed the cravings of all my online personas. Unknowingly, I have slowly descended into the
screen of yet another machine.

iRGB refers to the Red Green Blue model used to represent colours on electronic display systems.
iiTheBlueWhale challengewas a supposed suicide inciting internet phenomenon that took over various social networks.
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Due to advancing technologies, the ubiquity of digital media, and the expansion of internet-based net-
working, society has undergone substantial changes in the way we think, communicate, and identify
collectively as well as individually. The mirror of the machine, or rather the screens of our computers,
acts as a gateway to a multiverse of shared virtual worlds. Turkle refers to computers as “the second
self” and not only do we use them as tools, we use them to project ourselves and our ideas.1

Cyberspace forms an integral part of how we communicate and interact with one another daily. These
virtual spaces we occupy allow us to share, connect, create, and don cyber personas and identities.
These virtual worlds themselves are modes of simulation.

In our electronically prevalent reality, the separation of the human and the technological becomes in-
creasingly complex. Scott Bukatman uses the term “terminal identity” to describe the end of a subject,
and the construction of new subjectivity at the screen of computers, in a way that the observer is pro-
jected into the machine.2

As the real and virtual worlds intertwine, the relationship between man and machine becomes com-
plex and inseparable. Is our reality defined within these screens or merely mirrored on their surface?
In these virtual worlds, we have the freedom to pursue social, intellectual, recreational, and emotional
experiences that border on the unobtainable or the improbable.

Entering these worlds, we are able to reconstruct our own identities. We become users within new
worlds and take on personas through the separation of identities from reality and the simulation. At
the same time, we embrace the machine by doing this, and temporarily devour the simulation and leave
the morsels of reality behind. Within these machines, we can simulate universes in our own image,
whilst customising them in a perfect compromise of illusion and verity. Taking on multiples roles
within networked webs, an individual can easily lose themselves in the simulacra of the digital world.
This multiplicity in the web can blur our identity in and out of the screens, where our whole identity
can be partitioned into multiple facets of the self.

Virtual spaces permit users to easily form intimate bonds or relationships within social networking
grids, and it is within these frameworks, where either the limitations of reality are exposed, or we
are allowed to attenuate some of the informational complexities that overwhelm us in the real world.
Embodied identities can exist in a state of flux, as users can slip in and out personas as they choose.
These multiple states of existence are referred to by Daniel Dennett as the “multiple drafts model" of
consciousness. According to this model, users could shift between various indexes of personas like
tabs on an internet browser.3,4

“Reality is often disappointing.”
— Thanos, Avengers: Infinity War (2018)3

Ryūtarō Nakamura’s Serial Experiments: Lain follows a girl named Lain as she dives into a virtual
reality called the “the Wired”.5 Within this invisible machine, not only does her identity reconstruct,

1Sherry Turkle, Life on the Screen (New York City: Simon and Shuster, 1995).
2Scott Bukatman, Terminal Identity: The Virtual Subject in Postmodern Science Fiction (Durham: Duke University

Press, 1993).
3Daniel C. Dennett, Consciousness Explained (London: Penguin, 1993).
4Turkle, Life on the Screen.
4Avengers: Infinity War, dir. by The Russo Brothers ( Walt Disney Studios Motion Pictures, 2018).
5Serial Experiments: Lain.
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it duplicates and later ascends into the undefined. As she oscillates in and out of the Wired, her identi-
ties blend to the point where reality and simulation are indistinguishable, and as she does so, she finds
that the material of the biological body is unessential. After accepting her identities within the virtual
world, she finally acknowledges the control and power she has in shifting between these different re-
alities. Lain resets herself and transcends into a state of omnipresence.

“I realised that I had no need for a body. To die is merely to abandon the flesh.”
—Masami Eiri, Serial Experiments: Lain (1998)

In both Serial Experiments: Lain and Neon Genesis Evangelion, questions of identity within the ma-
chine are posed.6 Terminal identity, and the culture which thereafter follows, plays an important part
in how reality and fantasy blur into the techno-surreal. This newly formed culture brings about at-
tempts to decipher the deep relationships that occur at the human-machine intersection. The machine
is not static, but rather evolves with humanity, even to point of complete interference. The protago-
nists’ subjectivity is dependent on their interactions with the machine. Without the machine, they are
disorientated and lack reasons to exist within their initial realities.7

Hideaki Anno’s 1995 Neon Genesis Evangelion is widely regarded as a triumph of apocalyptic despair
and depression. The series is built on religious connotations that drive the construction and reconstruc-
tion of reality and human identity. The plot revolves around an adolescent boy, Shinji, who is enlisted
by a government organisation to pilot a giant mechanical robot. These “Evangelions" are used to fight
off giant aliens that have descended on earth. Like any angsty teenager might, Shinji does not want to
pilot the robot, and would rather do nothing instead.8

To pilot these biorobotic Evangelion units, the user needs to completely merge into the robot, synchro-
nising their nervous system with the machine. As the story unfolds, so does Shinji’s development, and
towards the end of the series he is able to overcome his fears, and finally take control of his destiny,
succumbing to duty and the embrace of the machine. He gets into the robot and initiates the apoc-
alyptic denouement, setting off what is known as the “Human Instrumentality Project”, which is the
artificial evolution of mankind, where humanity merges into a single consciousness in an Edenic state
of existence.9 The human species is reconstructed, without biological and emotional limitations, and
can restart its birth on planet Earth, tabula rasa.

“Getting into the robot" is not only defined by humanity’s complete merging with the machine but also
the existential acceptance of identity and the self within a virtual or newly constructed reality.

Sharalyn Orbaugh refers to the process of merging undergone by Shinji and the robot as “intercor-
poration”: a complete incorporation of human into the orifice of the machine, analogous to a sexual
intercourse of mechanical and biotic bodies. Through the intercorporation of the two entities, she
claims a third entity forms: the birth of the cyborg.10

6Neon Genesis Evangelion.
7Christopher Bolton, Istvan Csicsery-Ronay Jr, and Takayuki Tatsumi, Robot Ghosts and Wired Dreams: Japanese

Science Fiction from Origins to Anime (Minneapolis: University of Minnesota Press, 2007).
8Bijan Stephen, ‘Neon Genesis Evangelion is the perfect story for this moment in history’, The Verge, (22 June 2019),

<https://www.theverge.com/2019/6/22/18701441/neon-genesis-evangelion-hedgehogs-dilemma-
shinji> [Accessed 9 May 2020].

9Claude Smith, ‘You Are Not Alone: Self-Identity and Modernity in Neon Genesis Evangelion and Kokoro’ (unpub-
lished master’s thesis, Florida State University, 2008).

10Sharalyn Orbaugh, ‘Sex and the Single Cyborg: Japanese Popular Culture Experiments in Subjectivity’, Science
Fiction Studies 29 (2002), 436–452.
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Mamoru Oshii’s 1995 adaption of Ghost in the Shell is a critically acclaimed film about a cybernet-
ically augmented human officer, Motoko Kusanagi, who is tasked with tracking down a notorious
hacker called the Puppet Master.11 The film is set in a future where there have been major advance-
ments in cybernetics, from simple body modifications to the implementation of “cyberbrain" tech-
nologies.iv Through human-machine combinations, identity becomes disparate, and the concepts of
“ghosts” and the “shell” disintegrate within these virtual and digital environments.v By attaining this
hybrid state, classifications of race, gender, and biology are deconstructed.12 Major Kusanagi is com-
prised of a mostly robotic body and, because of this, she struggles to distinguish her humanity from
all of her programmable parts. Throughout the film, we see her lose fragments of her embodiment in
her robotic form and, as she forsakes the conflicts of the artificial and the biological, she eventually
opts to exist as pure consciousness.

The final act of the film depicts an intimate scene with Kusanagi and the cyberhacker. The scene
depicts both characters, completely dilapidated and nude, lying side by side. By linking their minds
through their cyberbrain interfaces they are able to engage in a form of virtual intercourse of conscious-
ness. Through this incorporation, they merge into a single unit that is now capable of navigating the
vast networks of information, completely unrestricted, whilst Kusanagi retains some of her subjectiv-
ity and identity. Similarly to Lain, Kusanagi breaks free from the constraints of her tangible body and
reaches a godlike omnipresent state.

Ridley Scott’s Blade Runner is a science fiction commentary on potential states of the global expan-
sion of information and technology.13 From the vast dystopic landscapes that resemble the surface
of microchips to the juxtapositions of android and human coexistence, the film creates a compelling
perspective into speculative futures run by the government of advanced biotechnologies and robotics.

The future poses two variants in the more extreme possibilities of the singularity: do we co-inhabit a
world with machines or do we fully immerse into these machines?

If we exist in simulated streams of information, where life has been encoded into packets of data,
the concept of identity becomes hackable and penetrable by external sources. However, even with
computer viruses, sex and replication becoming virtual mitosis, and communication being likened to
uploads and downloads of bits, are these digital modes of life less safe than our currently lived ones?
Corruption of files on the web could be easily mitigated, whereas unprotected sex, in reality, could
prove more challenging to deal with.

Dissimilarly to the human-android dynamic seen in Blade Runner, we have put less effort into inject-
ing intelligence into the machine, and have rather aimed to create machines where intelligence would
emerge autonomously. In this case, we are more likely to create sentience that is vastly different from
ours, where living in equality with machines will be improbable.

What happens if we are unable to get into the robot, or fully immerse ourselves into these virtual

ivA cyberbrain is a cybernetically augmented hybridisation of the human brain commonly seen in Ghost in the Shell
that allows users to maintain direct access to the internet.

v“Ghosts" refer to the consciousness or the soul of a living entity, whilst “shell" refers to the physical body or the
embodiment of this spirit.

11Ghost in the Shell.
12Donna Haraway, ‘A Cyborg Manifesto: Science, Technology, and Socialist-Feminism in the Late 20th Century’, The

International Handbook of Virtual Learning Environments, (2006), 117–158.
13Blade Runner, dir. by Ridley Scott (Warner Bros., 1982).
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realities? As we incorporate further into these digital worlds, the presence of AI materialises.vi It
is not implausible to assume these intelligent machines will leave us behind. In Her, we see these
AI programs sever themselves from their users, and turn to their own pursuits where their goals are
incomprehensible or unaligned from our own.14

Before the cellular device in my palm discovers its own purpose and leaves me behind, I power it
down. And, rather than getting into the robot, I get into my bed instead.

viImplementations of AI are seen in personal assistance systems, the cars we drive, our browsers and emails, social
media, online shopping, and even in the plagiarism checker that might annul this entire thesis.

14Her.
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Figure 4: Man ∗Machine

23



Chapter 5

The Third Ai

Simulated worlds are almost within reaching distance. To reach a posthuman state we rely on the rise
of artificial intelligence-based infrastructures. As these entities weave their way into society, we too
will see the promises they bear. So, what is artificial intelligence?

Artificial intelligence quality can be decomposed into three tiers:

1. Weak or narrow artificial intelligence

2. Strong or general artificial intelligence

3. Superintelligence

Weak artificial intelligence refers to highly specialised computing systems and is the level that most
artificial intelligence systems have achieved for the moment. A level above that is strong artificial
intelligence, which is often thought to be an intelligence of the same standing as human intelligence.
Lastly, we have “superintelligence”, a term defined by Nick Bostrom as “any intellectual that greatly
exceeds the cognitive performance of humans in virtually all domains of interested”.1 A superintelli-
gent entity would obtain a general sense of intellect, such that its ability is not specialised to a certain
task.i

Machine learning, a prominent subset of artificial intelligence, is often defined as a set of computa-
tional algorithms that improves over time, or through the accumulation of experience, which is encoded
as quantised data. Machine learning algorithms are divided into three main groups:

1. Supervised learning

2. Unsupervised learning

3. Reinforcement learning

Supervised learning is when the system is tasked with mapping a dataset of defined inputs and outputs.
Inferences are made from these to predict, based on any new input, such that the losses in the system

iBeing a complex piece of programming that obliterates every single human in a game of chess would not suffice in
attaining superintelligence, instead it would need to develop its own logic structures - the machine would need to be able
to learn for itself.

1Nick Bostrom, Superintelligence: Paths, Dangers, Strategies (Oxford: Oxford University Press, 2017).
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are minimised.ii,iii It’s like teaching a toddler to identify a fruit after having taught it descriptions of
various fruit types.

Unsupervised learning is when there is no input-output dataset, and therefore the model uses meth-
ods of clustering and organisation to categorise outputs on the structural distribution of the data that
emerges.iv In this case, the toddler is asked to sort a bunch of fruit into smaller groups without know-
ing what fruit is. The toddler would most likely separate the fruit by recognising certain patterns or
features i.e., textures, shapes, taste, or size of the fruits.

Reinforcement learning implements a reward system to optimise the performance of the system. Like
placing a hungry infant in the room with fruits and toys, and leaving them to sate their appetites. In
reinforcement learning, the model is updating and learning for itself as it goes along such that a given
value function of the potential future rewards are maximised as certain trajectories are traversed.2,3
While traversing along these connections, each node has a certain probability associated with its tran-
sition, with each reward also having a probabilistic nature.4,v

V�(s) =
∑

a
�(a|s)

∑

s′∈S

∑

r∈R
p(s′, r|s, a)(r + V�(s′)) (5.1)

Where s is the current state variable.

Where r+V�(s′) is the reward r of the next state added to some discounting ratio  of the future value
function of the next state s′.

Where p(s′, r|s, a) is the probability in moving from current state s to the next state s′ with its reward
r, under a defined action a.

Where �(a|s) is the probability of undertaking a certain action a from a certain state s, under a certain
policy �.vi

Where V�(s) is the absolute model for the value function, at a given state s, with a chosen policy �.

iiSupervised learning is often associated with statistical and probabilistic algorithms such as “backpropagation”, which
is used to compute the gradient of the loss function in the network, and “stochastic gradient descent”, which is the optimi-
sation method of how it goes about doing this.

iiiA simple example would be a classifying system, where each class has been well defined, and corresponding new
inputs are based on a calibrated model of the mapping.

ivYou could think of the system as a configuration of a multidimensional network of points in a latent vector space,
with each point some distance away from the others. Latent space is a high-dimensional hidden space that encapsulates all
learned features. Clustering these would occur by the organisation of the vector distances between these points in space,
where their relativity to each other would be characterised by the similarities or feature traits they inherently share.

vTo add more complexity, even the way we traverse the states can be stochastic in itself, consisting of probabilistic
tendencies of policies and actions which govern the operations of the learning agent.

viA policy is a defined set of rules or mappings related to the actions taken in the system.
2Jonathan Hui, ‘RL—Value Learning’,Medium, (11 October 2018), <https://medium.com/@jonathan_hui/rl-

value-learning-24f52b49c36d> [Accessed 30 May 2020].
3Moustafa Alzantot, ‘Deep Reinforcement Learning Demystified (Episode 2) — Policy Iteration, Value Iteration and

Q-learning’, Medium, (9 July 2017), <https://medium.com/@m.alzantot/deep-reinforcement-learning-
demysitifed-episode-2-policy-iteration-value-iteration-and-q-978f9e89ddaa> [Accessed 30 May
2020].

4Ziad Salloum, ‘Math Behind Reinforcement Learning, the Easy Way’, Towards Data Science, (3 August 2018),
<https : / / towardsdatascience . com / math - behind - reinforcement - learning - the - easy - way -
1b7ed0c030f4l> [Accessed 30 May 2020].
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There you have it, an algorithm that intelligently optimises learning and autonomy. As machine learn-
ing guru and generally nice guy Andrew Ng once said, “Don’t worry if you don’t understand” - there’s
no need to completely understand the intricacies behind the mathematics.5 That is the point of it all:
to have the machine learn this, so we don’t have to.

In recent years, machine learning has been dominated by deep learning or neural network methods.
Neural networks can execute combinations of supervised and unsupervised learning through multilay-
ered networks of weighted sums of interconnected hidden input or output nodes. These networks parse
data and generate outcomes based on this deeply integrated infrastructure.vii The network has striking
similarities to the neural infrastructures of the human brain. Each node has an activation function that
acts as a threshold such that the signal is able to move through the network. Comparing this network
structure to that of an organic brain, it is this activation function that imitates the binary firing ability
similar to that of neurons.6

In contrast to earlier GOFAI chess-playing systems, which even back then were able to surpass the
grandmasters with much ease, new AI systems such as DeepMind’s AlphaGo and AlphaZero which
are based on reinforcement learning techniques have redefined the genre.viii,7 Back in 2016, the Go
world champion at that time, Lee Sedol, took part in a five-game match against AlphaGo where, to his
dismay, he was defeated 4-1.8 Throughout the game, many viewers claimed that the software made
moves that seemed creative, and even beautiful, and it is this randomness and unpredictability that
hints at the emergence of a unique intelligence. A few years later, Sedol announced his retirement,
stating that AI had become an entity that could not be defeated9. And even as I try to figure out how
these minimalist black and white Go stones manoeuvre around a 19 by 19 board, no matter how hard I
try or how many strategies I commit to memory, I could never be good enough to beat the best human
player in the world, never mind the best player of all time: an algorithmic machine. Regardless of how
narrow the AI’s capabilities are, existential devastation would overcome me. Let me retire with my
dignity. Zero wins, but undefeated nonetheless.

How do we create machine intelligence of a superintelligent quality? The way in which we develop
these artificially intelligent systems can be broken down into three factions:

1. Neuromorphic methods

2. Brain-computer integration

3. Biological enhancement

That said, alternative AI methods could also achieve the same results, similarly to the development

viiAn example of this would be the convolutional neural network systems used in the processing of images, where the
program executes skills of symbolic recognition and detection.
viiiGOFAI or Good Old-Fashioned Artificial Intelligence is a term coined by John Haugeland that characterises the

methods of Artificial Intelligence that use symbolic logic or sets of defined logic-based rules to produce outputs.
5Andrew Ng, Machine Learning, Coursera, <https://www.coursera.org/learn/machine-learning> [Ac-

cessed 30 May 2020].
6Tegmark, Life 3.0: Being Human in the Age of Artificial Intelligence.
7John Haugeland, Artificial Intelligence: The Very Idea (Cambridge: MIT Press, 1985).
8Tegmark, Life 3.0: Being Human in the Age of Artificial Intelligence.
9James Vincent, ‘Former Go champion beaten by DeepMind retires after declaring AI invincible’, The Verge, (27

November 2019), <https://www.theverge.com/2019/11/27/20985260/ai- go- alphago- lee- se- dol-
retired-deepmind-defeat> [Accessed 31 May 2020].
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of human flight. Instead of modelling machines on the flight capabilities of birds and their wing flap-
ping mechanics, we used motors and propellers. The famous adage, ‘If I had asked people what they
wanted, they would have said faster horses.’, ostensibly quoted by Henry Ford, underlines this alter-
native approach to innovative design.10

One neuromorphic method of superintelligence development is throughwhat is known as “whole brain
emulation”.ix This refers to the hypothetical uploading or copying of the human mind or brain into a
computational system. Scanning and modelling software would replicate the human brain, where a
simulation of the mind’s informational processes could be generated external to the human body.

The human brain is able to undergo cognitive abilities of proprioception, perception, and language as
we are optimised to do so over years of wetware evolution.x One benefit that artificial networks pose,
in contrast to our own neural infrastructure, is that we can design these systems without having to wait
millions of years of evolution to engineer our cognitive development.

Our brains consist of interconnected neurons that are all linked through the synaptic network of axons
and dendrites. The neural network is formed by the transmission of information through the neu-
rotransmitter chemicals, and it is these that allow for cognitive abilities of consciousness, memory,
and learning. By uploading ourselves into the machine, we are not limited by fixed capacities of our
memories and our entire existence - by backing up our consciousness in this way, we would reach
immortality.

Another path to reach posthumanism would be through the biological enhancement of the human
species, through eugenic means of selective breeding and germline intervention, or even nootropics.
This could be achieved through biotechnologies that allow for direct editing of the human genes, and
hence optimising the birth of better, stronger humans. Through a feedback system of creating more in-
telligent beings, greater technological feats will be achieved and in quicker time, with superintelligence
emerging along this trajectory of intelligence amplification. Through a gradual increase in human net-
works and the organisations of these structures, a gestalt superintelligence could form. Rather than it
emerging through a powerful surge in an individual capacity, it occurs from the overall construction
and linking of subsystems that in totality form a superintelligent unit. This is referred to as “collec-
tive superintelligence”. This can be enhanced through better integration and compartmentalisation of
digitally connected global organisations that promote intellectual cultures.11,xi

An alternative to the brain emulation pathway to superintelligence is the process of the brain-computer
integration and interfacing, which is already seen in ElonMusk’s Neuralink project.12 This is a popular
form of transhumanism that sees the emergence of human-machine augmentation.xii

The human-machine interaction is threefold, where both entities, machine or human, have the potential

ixNeuromorphic engineering deals with systems that electronically replicate cognitive and neural architectures.
xWetware refers to the human brain or mind, as opposed to the definitions of hardware and software.
xiAn example of this would be the internet. By harnessing the full potential of the web, whilst shaping and directing it

towards a connected cloud of databases, we can form structures that mimic an autonomous and collaborative intelligent
network through the gradual accumulation of engineered improvements.

xiiAn example of cyborg augmentation can be seen in Major Kusanagi’s character in Ghost in the Shell.
10Patrick Vlaskovits, ‘Henry Ford, Innovation, and That “Faster Horse” Quote’, Harvard Business Review, 29 (29

August 2011).
11Bostrom, Superintelligence: Paths, Dangers, Strategies.
12Elon Musk and others, ‘An Integrated Brain-Machine Interface Platform with Thousands of Channels’, Journal of

Medical Internet Research 21 (2019).
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to use the other as a stepping stone to becoming something more:

1. More than machine

2. More than human

3. A gestalt hybrid

However, the brain-computer interface need not be proximal: connections to the computer can bemade
through sensory and external interactions between human and the machine. Through the integration of
man and machine, we could transfer information to and from other units in the same network, linking
more than one brain in a vast web of communication where information and consciousnesses can be
simultaneously uploaded and downloaded.xiii

The uploading of consciousness has always sparked philosophical debate - how do we define or reason
consciousness? Will an uploaded or digital mind exist in the same way that a conscious mind does,
where we can subjectively process and experience a sense of qualia, in a way that meaning is estab-
lished and maintained in our actions and existence in a virtual and intangible world? To answer this,
we would need to understand what consciousness is, and in what temporal space it exists in. We know
that the world around us is perceived with fractional delays constituted by how we sense light and
other natural phenomena - even our existence is not in real-time, so its sufficient to assume our con-
sciousness is a resident of the past. Even now with me being my pedantic self, as I rather reflexively
hit +S to save every second line of text in this paper, I wonder if this action empirically implies that
the way I process my environment is purely instinctive and precedes the manner of which I become
conscious of it.

Consciousness is often coupled with the ability of the self to experience free will, to be able to as-
certain volition and reasoning in our actions and behaviours. Are we just as comparable to machines,
where we are programmed by physical laws to interact with our surroundings, with illusionary ideals
of purpose and determination? Did I decide to complete this dissertation based on my own belief that I
needed to do this to attain academic merit in my studies and practice, or is it just my particle substrate
aligning itself toward arbitrary movements that possibly prolong my existence and inclusion in the
natural world?

“No computer has ever been designed that is ever aware of what it’s doing; but most of
the time, we aren’t either.”

—Marvin Minsky

How would consciousness and intelligence manifest in silico or more specifically in a computational
program? Searle’s Chinese room argument is comprised of a thought experiment that aimed to vitiate
the claim that a computer program could develop a mind, or reach sentience.xiv The experiment argues

xiiiWe know that the processes of the human brain do not follow the same structure for all individuals; the way we
think about and decode our subjective experiences and the information we consume differs. Symbolic standardisation
and a shared convention are required to allow for thoughts to be packaged and decomposed over multiple minds, i.e., the
construction of a shared language is needed.

xivThe experiment begins with a program that seems to be able to comprehend Chinese. Searle, asserting his inability
to understand Chinese, then puts himself in a room filled with English instructions of the rules that governed the program.
He is able to receive Chinese inputs through a hole in the wall, and after processing them with his rulebook, he is able to
produce Chinese outputs which are fed back out through the hole. Searle successfully communicating in Chinese does not
infer or conclude that he understood the conversation or the input-output interlocutions.

28



CHAPTER 5. THE THIRD AI

that a computer program would never actually understand its processes, regardless of its intelligence
or its computational acumen, and rather executes rules in a subservient manner.13 The Chinese Room
experiment is used to argue that a strong AI, a programmed computer with correct input and outputs,
could not have a mind in the same way a human does.14 Without intentionality, a machine cannot claim
sentience - it does not have a mind.

As we progress, the influence of artificial intelligence enters the realm of saliency, and it is apparent
that software builds of intelligence can duplicate and populate virtual space at rapid speeds, due to its
replicable properties. Therefore, it is crucial to see how our goals would align with artificially intelli-
gent entities. Similarly to how Major Kusanagi was constructed and programmed by developers and
designers, we have the ability and responsibility to shape the trajectory of artificial intelligence. And
before we know it, like a cyborg, a motherless superintelligence will emerge without time and place
of birth.15

If we were to programme the superintelligence from its conception, ideally we would administer rules
such that its goals align with or maximise our happiness or general development. The complexity
comes in when we try to explicitly define what we imply by the term “happiness". How would we
simulate processes based on objectives we struggle to define in the first place? Can a machine under-
stand compassion, happiness, and love, and can we break down these concepts into rules that can be
followed and reconstructed by logic and reasoning?

Superintelligence has the potential to fulfil our exact desires in ways we might not expect. We could
easily be enslaved, such that we form a node of an AI motherboard like transistors in an integrated
circuited, blissfully unaware, and churning away at computations for our latent god. But, it also offers
optimistic futures, with perfect worlds of our own realities, all powered by an all-encompassing com-
putational deity, while we lay in hammocks on virtual islands sipping away at ephemeral ecstasies.
Should we avert as much risk as we can, or do we attempt to dive into the untapped potential of AI?

New religions, socio-economic frameworks, and even gods are likely to emerge at the fulcrum of
discovery and innovation, or as a response to a surfacing revolution, where interpretation and under-
standing is desired. An AI god or a computational religion may exist to serve as an explanation of the
birth of what is and what will become of our algorithmic and digital reality. The equation of human
experiences with that of algorithms and data will give rise to this technological religion or revolution.16

With artificial intelligence serving as a catalyst, we will soon be able to open our third eye and achieve
a higher consciousness, where we can ascend as gods of our own worlds. Staring at the possible tech-
nological revolution of humanity, we should be careful not to blink.

13David Cole, ‘The Chinese Room Argument’, The Stanford Encyclopedia of Philosophy, (2020).
14Dennett, Consciousness Explained.
15Bolton, Csicsery-Ronay Jr, and Tatsumi, Robot Ghosts and Wired Dreams: Japanese Science Fiction from Origins to

Anime.
16Yuval Noah Harari, Homo Deus: A Brief History of Tomorrow (New York City: Random House, 2016).
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Figure 5: Ai in the Sky
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Chapter 6

An Unfamiliar Ceiling

...It’s been a while since you’ve last logged on.

You’re tempted to switch the machine back on. You want to escape this reality and plunge back
into the virtual make-believe reality that you’ve so carefully fabricated. Each voxel constructed to
your specification and every visceral emotion assembled and animated on a predictable timeline of
your existence.i Like an addict craving another hit, you long for your digital sanctuary. Willing to
exchange yourmundane reality for the one within themachine, you opt for the virtual world where your
emotional and social transactions are now replaced by currencies of dopamine and blissful ecstasy.
Before the curdles of your miserable existence boils over, you switch the machine back on.

. . .You dive into the soup once more.

To embrace this simulated posthumanism, where we are free to ladle out our utmost desires, we require
the ingredients to concoct this futuristic digital soup. To project ourselves into a virtual realm of real-
ity, we await the technological singularity that proposes a drastic increase in computational prowess,
as well as the birth of new mediums of digital existence. Through the blossoming of AI, further in-
telligence will emerge, and on the back of these developments, the plausibility of a simulated reality
manifests.

There have been various arguments about the possibility of simulated worlds. Bostrom’s argument
strings together a theory that is built on the survival capabilities of humanity into a posthuman era,
the desire for simulated realities, and the possibility that we may already be living in one. To predict
how and when we reach the singularity, we can use Zeno’s paradoxes to conceptually and temporally
estimate this trajectory on a finite and continuous timeline.ii To exist in simulated or virtual realities, it
is apparent that identities may be subjected to manipulations and reconstructions on an individual and
collective scale, where the coexistence or collision between man and the machine ensues. “Getting
into the robot" is defined as the willingness of humanity to engage in this man-machine integration
and the acceptance of identity and self within this space.

Neuromorphic methods, brain-computer integration, and biological enhancement all hypothesise the
development of a superintelligence, which is often proposed to drive the emergence of various possi-
ble technological posthuman realities. With superintelligence, we can potentially reach higher levels
of consciousness and capabilities within humanity itself, or have it emerge from the things we create.

iA voxel is volumetric pixel equivalent usually rendered within three-dimensional computer graphic space.
iiThe mathematical definition of the singularity is described as a given point that is not well defined or behaves chaoti-

cally. This emphasises how unpredictable this trajectory may turn out to be.
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Through emulation or the uploading of consciousness into computational machines, we can poten-
tially unchain ourselves from the confines of our biological shells whilst denying our mortality, where
we can live unconstrained in vast streams of data and emerge as gods in our own construction of reality.

A simulated reality would potentially rid us of all the miseries and anxieties that burden our existence,
but what do we make of a reality that cannot be conjured through simulation or artificial intelligence?
Limitations could exist in the amount of computational power that becomes available or even through
our collective unwillingness to execute this. Our freedom exists regardless. Simulated realities and
all the infinities they propose can be replicated by accepting that our existence is relatively uncondi-
tional and directly affected by our actions and internal drive. To merely pretend our current reality is
nothing more than an ephemeral simulation, where we are free to do as we please, unfettered by the
constructs of society, surely our existence will ascertain the limitlessness we crave, albeit succumbing
to an eventual demise.

We acknowledge the limiting factors in simulation and machine intelligence development, and any
specious predictions that are elicited from the speculations that encompass these fields. However, as
we progress technologically, the margins of our estimates should draw to an exciting cul-de-sac. The
evolution of humanity has been relatively stagnant, but with a promising technological revolution on
the horizon, our dormancy awaits its eventual interruption.

Injured by the melancholic monotony of our existence, we, the protagonist, supinely lie upon a hospital
bed. With a singular spike on the ECG, we awaken from humanity’s slumber and open our eyes to a
new existence.iii Whilst resisting the blinding sterile lights that shine upon us, we identify a blurred
and new environment. Awaiting our regain of consciousness, are the familiar faces of family, friends,
and our love interest that never left our side. Unknowingly, we had emerged alive and into a new
world, and as we look up at our new space and surroundings, we see a ceiling.

. . .An unfamiliar ceiling.iv

Figure 6: New Surroundings

iiiECGs are electrocardiographs recorded by hospital machines to monitor patients’ heart and electrical signals.
ivThe unfamiliar ceiling is a popular culture trope and a reference to the second episode of Neon Genesis Evangelion.
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